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Abstract. Behavioral adapters are a way to establish proper interaction
between services that have been developed independently. We present
a novel approach for specifying such adapters, based on domain-specific
transformation rules that reflect the elementary operations that adapters
can perform. We show how complex adapters that adhere to these rules
can be generated using existing controller generation algorithms. We dis-
cuss some example applications, including real-world business processes.

1 Introduction

Service-oriented computing [1] advocates the idea of creating complex business
activities by composing less-complex business activities, called services. From
the beginning it has been clear that this process of service composition requires
a mechanism for bridging various incompatibilities (format, semantics, behav-
ior, non-functional) between the services to be composed. Such mechanisms are
called mediators or adapters; we shall use the latter term.

Behavioral adaptation aims to adjust the communication between services
such that certain behavioral properties (like deadlock-freedom, or weak termi-
nation) hold in the composed system. Formally, for any behavioral property
X, an X-adapter for services P (“provider”) and R (“requester”) is a service A
(“adapter”) such that P@® A® R has property X, where & denotes a composition
operator.

Without further restrictions, however, this setting is impractical. In many
cases, it would allow A to consist of any two unconnected components Ap and
Ap such that both P® Ap and Ar @ R have property X. Such an adapter works,
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however, only under the assumption that it can arbitrarily create messages,
including passwords or messages with semantically relevant contents. Like in all
existing approaches, unintended behavior must be excluded by restricting the
capabilities of the adapter to those that make sense for the particular message
types. We propose a specification of elementary activities (SEA in the sequel)
that consists of transformation rules on message types.

Thus the adapter specification consists of the given services and the SEA. In
this article we study the use of an SEA; obtaining an SEA is outside the scope of
this article. Although the given services will be used for generating the adapter,
they will not be used by the final adapter. The final adapter only acts on the
streams of communicated messages.

Our adapter synthesis approach constructs an X-adapter A that consists of
two sub-units, i.e., A = E@ C, where service F models the elementary activities
in the SEA, and service C is a controller that triggers the activities in F according
to the actual communications between P and R. In this article, we show how
E can be generated from the given SEA. To synthesize C, we show how to
use existing technology for controller synthesis. Given services P, R, and F,
controller C' is an X-strategy of service P ® F @ R, i.e., a service C such that
P® E® R®C has property X. Notice that our general approach is independent
from the property X, so as soon as the controllability problem for a property is
solved, the adapter synthesis problem can be reduced to it.

The computation of X-strategies has been studied in [2] and is supported
by publicly available tools like F1ONA [3]. For some properties X (most promi-
nently, deadlock freedom), FIONA is even capable of computing an operational
characterization of all (possibly infinitely many) controllers C' for a given ser-
vice. This feature can be used in future work for selecting a cost-effective adapter
(according to various criteria) from the set of all possible adapters.

Thus, given the services and the SEA, our approach is fully automated. To
validate our approach, we have implemented the required tool chain. Even on
real-world business processes, it turns out to perform reasonable. As related work
on automated adapter generation reports only little about experimental results,
we do not compare our results.

Running Example As an illustration we use a beverage vending machine, which
can easily be discussed in detail. The beverage vending machine P, modeled in
Fig. as a Petri net (see Sect. [2), expects the input of a Euro (MEuro), the
choice for coffee or tea (MCoffeeButton or MTeaButton, respectively) and finally
serves coffee or tea (MServedCoffee or MServedTea) accordingly.

On the other side, the coffee drinker R, modeled in Fig. just provides a
Euro (DEuro) and awaits his coffee (DServedCoffee). We generally assume that
the interfaces of the given services are disjoint, which explains the pairs of mes-
sages like MEuro and DEuro. Figure. contains the kind of adapter we are
looking for. Although the adapter is very well capable of pressing the tea button,
the adapter generator has intentionally determined not to do so.
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Fig. 1. Example: beverage vending machine

Related Work Our approach differs in various ways from existing work on behav-
ioral adaptation. Related work like [4J5] is based on traces, which traditionally
makes it hard to reason about deadlocks and moments of choice. From concur-
rency theory, it is known that these are of utmost importance.

Many authors, like [6I7U8], develop new dedicated algorithms for adapter
generation. In contrast, we can immediately use existing algorithms for controller
generation, and thus we also obtain a nicer conceptual structure. Moreover, in
[7] the interaction patterns (i.e., abstract models of the given services) may
not contain recursion, while we support arbitrary services, including those that
contain loops.

The fully-automated approach of [4] relies on a data structure called modi-
fied reachability tree [9]. However, in [I0] it is reported that some of the claimed
properties are incorrect, including a fundamental theorem about deadlocks. Fur-
thermore, their used interface matchings are very restricted.

In [5] adapters are studied to ensure that a provided service behaves as a
required service. We expect that similar techniques should be applicable as in
our setting. Nevertheless, the kind of adapters that we are looking for differs from
those studied by [5]. Their adapters modify the given services, and in that sense,
their adapters transform the (occurrences of) actions instead of the transmitted
messages. In this way they can address different kinds of mismatches (e.g., some
instances of collapse), but at the expense that the adapters need to modify the
given services including their control flow. Obviously, such an approach is not
valid if the given services are not running under our command.

Furthermore our generated adapters do not need to be verified as in [I1], since
the synthesis of the adapter’s sub-unit C' guarantees the adapters correctness by
construction.

Overview In Sect. 2] we introduce Petri nets as the underlying formalism of our
approach. In Sect. 3| we present our language for specifying elementary adapter
activities. In Sect. [d] we describe the synthesis of the adapter, and in particular,
the partial adapter F that is responsible for executing the specified elementary



activities. This approach is used for the examples described in Sect. [5| Finally,
in Sect. [6} we draw some conclusions and discuss future work.

2 Modeling Services

We formulate our approach using Petri net models, which is appropriate given
the strong links between Petri nets and real-world service description languages.
There exist feature-complete translations from languages like WS-BPEL to Petri
nets [I2IT3IT413] as well as translations from Petri nets to WS-BPEL [15]. An-
other reason for this choice are existing tools like FIONA , which we shall use.

We use an extension of Petri nets that is called open nets [I6/17]. To model
asynchronous communication with an environment, open nets have an interface
that consists of input places and output places. To model successful completion
of a service instance, open nets have a set of final markings.

Definition 1 (Open net). An open net N consists of

— two finite and disjoint sets P (of places) and T (of transitions);

— two disjoint subsets P; (of input places) and P, (of output places) of P;

— a flow relation F such that F C (P\ P,) x T)U (T x (P\ F));

— an initial marking mq such that mg(p) =0 for allp: p € P,UP,;

— a set 2 of final markings such that no final marking enables any transition
in T, and such that m(p) =0 for allm : m € 2 and for allp: p € P,UP,.

Given an open net N, a marking is a mapping from P to the naturals; for
any marking m, it is said that there are m(p) tokens in each place p. A transition
t is enabled in marking m iff m(p) > 0 for all places p : (p,t) € F. A marking
m/ is reachable from marking m iff there exists a sequence of firings from m to
m/. Firing an enabled transition ¢ in marking m leads to marking a m’ such that
m'(p) = m(p)—W(p,t)+W(t,p) for all places p, where W(x,y) = 1if (z,y) € F
and W(x,y) = 0 otherwise.

Their graphical representation uses circles for places, squares for transitions,
and arrows for arcs (i.e., elements from the flow relation). The interface places
are depicted on the border, and the places with a token in the initial marking are
marked by a black dot. The final markings are typically omitted, or indicated
suggestively, e.g., using a label (2 (for an example see Fig. .

Open nets can be composed by fusing the interface places that are an input
place of one net and an output place of the other. Two open nets are com-
posable if they only share such places. Without loss of generality, we assume
that all constituents except the interfaces of the involved nets are disjoint, e.g.,
by renaming the internal (non-interface) places and transitions. Regarding our
running example, all pairs of nets in Fig. [[] are composable.

Definition 2 (Composition). Let Ny and No be open nets. Ny and Ny are
composable iff (PLUT)N(P,UTy) C (PN Poy)U(P,1 N Pyy). If Ny and No

are composable, their composition N = Ny @ Ny is defined by



P:P1UP2; T:T1UT2; F:FlLJFQ;
Pi:(PilupiZ)\(PtJlU—POQ); Po:(P01UP02)\(Pi1UPi2);
mg = Mgq © Moo, .Q:{ml @mﬂml,mg: m1 € 21 A mQGQQ}.

For markings m, of Ny and mo of Ny, the marking m, @& mo is defined as
(m1 @ ma)(p) =ma(p) for p: p € P and (m1 @ ma)(p) = ma(p) forp: p € Ps.
Places p: p € P, N P, give no conflict in the definition of composition as these
are interface places, and hence mi(p) = ma(p) in the initial and final markings.

Services are made to be composed with other services. In turn, complete
service choreographies correspond to services with an empty interface. As usual,
we define some behavioral properties for nets with an empty interface.

Definition 3 (Deadlock freedom, weak termination). Let N be an open
net with an empty interface. Marking m is a deadlock if m ¢ §2 and no transition
is enabled in m. N is deadlock-free iff no deadlock markings are reachable from
mg. IN is weakly terminating iff for every marking m that is reachable from my,
a marking in {2 is reachable from m.

To define similar properties for arbitrary open nets, we define the notion of
controllability. This means that the net can be composed with another net such
that the result has an empty interface, and has the behavioral property. As the
composition of the three nets in Fig. |1} is deadlock-free, the composition of each
subset of these services is deadlock-free controllable.

Definition 4 (Controllability). Let N be an open net and X a behavioral
property. N is X-controllable iff there exists an open net N' such that N & N’
has an empty interface and has property X. Such an N’ is an X -strategqy of N.

There exist algorithms for deciding controllability with respect to deadlock
freedom or weak termination [I8J2I19)20]. These algorithms rely on the actual
construction of a witness net N’; tools like FIONA [3] or WoMBAT4WS [21] pro-
vide efficient implementations. More precisely, the algorithms construct transi-
tion systems (automata) that represent the behavior of N’. This is, however,
not a significant difference as there is a mature theory for the transformation
of transition systems to Petri nets [22] which is supported by existing tools like
PETRIFY [23].

3 Specification of the Elementary Ectivities

The synthesis of an adapter has to start with a specification. Our specifications
consist of the services to be adapted, and the capabilities of the adapter. These
capabilities always include receiving and sending messages, and hence delaying
the delivery of messages. In addition, they include ways in which messages can
be transformed; thus reflecting semantic dependencies between messages.

Most approaches [6f7I8IBI24[4] agree that the capabilities of a behavioral
adapter should include the following activities on messages:



Creation “Can an adapter arbitrarily generate a message?” This is possible for
basic control messages, such as simple acknowledgments, and for messages
with a clear default value. However, it is typically impossible for messages
containing important data such as passwords, personal data of a user, etc.

Copy “Can an adapter deliver a message multiple times?” This is possible for
most electronic messages, although it could be inappropriate for single-use
data such as transaction numbers or single-access passwords. It is also inap-
propriate for messages that represent real goods, e.g., a book, or a seat.

Delete “Can an adapter delete a message?” This is possible for most electronic
data (except legally important messages like invoices, cancelation notices
etc.), while it is inappropriate for real goods.

Transform “Can an adapter transform the content of some messages into the
content of some other messages?” They can do so if the underlying trans-
formation routine is provided, e.g., calculating a metric measure from an
imperial one, or deriving a city name from a zip code.

Based on these example activities, it becomes clear that the applicability of an
activity to a particular message type strongly depends on semantic considera-
tions. Hence, the capabilities of the adapter must be specified per message type.

3.1 Transformation Rules

We specify the capabilities of an adapter using a specification of elementary ac-
tivities (SEA). Given a set of message types M, an SEA is a set of transformation

rules on these message types. Each rule has the shape X 2 Y, where X and Y
are bags (multi sets) over the set M, and where Z is the actual transformation
(e.g. in terms of XSL). Such a rule denotes that, using Z, messages of the types
X are consumed, and messages of the types Y are produced.

The set M may contain auxiliary message types, which do not correspond to
an interface. Moreover, given some messages that were received from any number
of services, the adapter can apply several rules before sending any messages to
the interface. Synthesizing an adapter then boils down to applying these rules
in the right order, and sending messages to the interface at the right moments.
So, rule applications are the elementary building blocks of the adapter.

For the synthesis of adapters, we can largely abstract from the actual data
transformations Z. Therefore we often omit Z in the transformation rules, but
we will discuss how Z can be integrated in the generated adapters.

Table [1| shows some examples of how the activities discussed before can be
expressed in terms of transformation rules. For some rules, we give two versions:
one for real items and one for electronic items. Of course, similar rules can be
built for mixtures of electronic and real items. Some more-complicated patterns
would require multiple rules. For example, a typical collapse pattern, where an
arbitrary series of a messages has to be merged into one message b, could be
modeled using the two rules — b and a,b — b.



Table 1. Examples of elementary activities in terms of transformation rules

Elementary activity Transformation rule

Create a — a

Copy a a — a,a

Delete a a

Transform a into b a— b or a— ab

Split a into b, ¢, d a — bye,d or a — a,bcd

Merge a, b, c into d a,b,c — d or a,b,c — a,b,cd
Recombine a, b, c to d,e, fla,b,c — d,e,f or a,bc — a,bc,de,f

Running Example In our running example, the messages corresponding to euro
and coffee can simply be transformed. However, the creation or deletion of euro,
coffee, or tea should not be permitted, as these messages represent real goods.
Pressing a button can be done by the adapter, and hence the corresponding
messages can be created. A possible SEA is given in the following table:

DEuro — MEuro
— MCoffeeButton
— MTeaButton
MServedCoffee — DServedCoffee

3.2 Related Techniques

In this article we focus on using a given SEA, although there may be several
ways to get one. First, if a particular set of services is composed, the rules
may be simple enough to be specified manually. Second, if the interfaces of
the services are specified using technologies of semantic web or ontologies, this
information could be analyzed to create an SEA automatically. Third, in an
intra-organizational environment, there could be strict rules for message names
and types from which an SEA can be deduced. These and related techniques
like semantic mapping [25] are research areas on their own, and [24] presents an
interactive approach to find and refine SEA-like specifications for adapters using
mismatch trees. Further exploring these techniques is beyond the scope of this
article, but there are enough opportunities to justify the use of an SEA.

A similar kind of rules is proposed in [GJ7I§], but there are essential seman-
tic differences. Our transformation rules are asymmetric, while their rules have
no direction [26]. There are many situations where asymmetry is important,
e.g., when the actual transformation involves public key encryption like “text
— encrypted_text”, which is irreversible in an asymmetric cryptographic sys-
tem. Second, their rules relate messages of one service to messages of the other
service, i.e., they do not seem to support transformations where a message is gen-
erated from messages of both services. For example, suppose one service executes
the sequence send(initiate), send(order), send(money), receive(good); while the



Fig. 2. General structure of our adaptation approach

other service executes the sequence receive(initiate), send(case-id), receive(order-
and-case-id), receive(money-and-case-id), send(good). It would be reasonable to
specify that order-and-case-id can be generated from order and case-id although
these messages arrived from different services.

Other specification languages that have similarities with our approach are
presented in [BI24]. However, they typically do not support multiple alternative
rules, like A — B and A — C, which in our case means that at any time the
adapter can choose which rule to apply. Moreover, the interface transformations
from [5] are local, although, e.g., gather looks similar to our merge pattern.
However, in their case the merged actions have to be subsequent actions, while
our approach also handles non-local instances.

4 Adapter Generation

To construct an adapter, we first generate a service E that transforms messages
according to the given SEA. To control the order in which the transformation
rules are applied, and in which the generated messages are released, service FE
has an additional interface for a controller. So, E is a partial adapter, and to
obtain a full adapter a controller C' needs to be generated.

At the conceptual level, the following steps need to be performed given two
services P and R and an SEA W:

1. generate a partial adapter F from the SEA W;
2. generate a controller C for P& FE & R;
3. compose FE and C to obtain the final adapter £ & C.

Figure [2] shows a schematic representation of this construction. In the re-
mainder of this section we describe the generation of service E as an open net,
which also provides a formal semantics to the SEA format. Afterwards we briefly
discuss the synthesis of service C.

4.1 Generating a Partial Adapter for the SEA

Consider some given services for which an adapter must be generated on the
basis of a set of rules W. We assume that the interfaces of these services are
disjoint, which can be achieved by renaming. For simplicity of presentation, we
assume that for each rule in W, the bags before and after the — are sets; the
general case follows analogously using Petri nets with arc multiplicities.



Let I and O denote the union of the input and output places, respectively,
of the given services. Let M be a set of message types, containing (the types
of) the sets of places I and O, and the set of message types used in W. Thus
we allow W to contain auxiliary message types (ones that do not occur in the
given services), and hence we have TUO C M. For defining the service E,
we use names from the space (M U W) x {e,n,c,r, s}, where e,n,c,r, s denote
characters instead of variables; hence we assume that these names do not occur
in the given services, and that the sets M and W are disjoint.

The interface of E consists of output places I, input places O (i.e., the in-
terfaces of P and R in opposite orientation), and some input and output places
for interaction with the controller. For each message type m : m € M, we intro-
duce in service E an internal place (m,¢) (¢ for “copy”). In the initial and final
markings, the internal places are empty, although this can easily be generalized
in future work.

Service E has three kinds of transitions. For every input place o : o € O, there
is a transition (o,7) (r for “receive”) to move arriving messages from interface
place o to their internal place (o, ¢). For every transformation rule w: w € W,
there is a transition (w,c) to perform the actual transformation in terms of the
internal places. Finally, for every output place ¢ : @ € I, there is a transition
(i,8) (s for “send”) to move messages from their internal place (i, ¢) to interface
place i.

Finally, we discuss the additional interface places for the controller. For every
input place o : o € O, output place (o,n) (n for “notify”) notifies an arrived
message o. For every transformation rule w : w € W, input place (w,e) (e
for enable) enables transformation rule w, and output place (w,n) notifies an
execution of w. Finally, for every output place i : i € I, input place (¢, €) enables
the delivery of a message ¢ (once available).

Definition 5 (Service FE). Let 1,0, M, W be as introduced before. The corre-
sponding service E is defined as an open net with the following constituents:
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We use 0 to denote the marking that is zero in every place. Figure shows
the service E for the SEA of our running example. By construction, all outputs
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Fig. 3. Services synthesized for the running example

to the given services have been obtained from the inputs of these services using
the transformation rules only. The actual scheduling of rule applications and
message deliveries is left to a controller using the remaining interface.

4.2 Synthesizing a controller for the partial adapter

The purpose of the controller is to schedule the application of transformation
rules and the delivery of messages. To obtain a sufficient record of the interior
of service E, the controller is informed about the receipt of incoming messages
and completed transformation rules.

For the synthesis of the controller, we rely on existing technology that is
based on the concept of controllability. In our setting, we would construct C' as a
witness for X-controllability of the open net P @ E @ R. The synthesis approach
is available for all properties X for which X-controllability has been solved,
including deadlock freedom and weak termination. In this way, we achieve—
without further efforts—that P ® F @& R @ C has property X. In other words,
E @& C'is an adapter that enforces behavior X on the composition of P and R.
Moreover, E @ C only uses message transformations specified in the given SEA.

Although controllers are not unique, every controller yields a valid adapter.
To maintain most communication capabilities, we are particularly interested in
most-permissive controllers, which feature all behaviors that enforce the desired
property. Although it can be quite big, we will see that it is still feasible to com-
pute it. Figure shows a representation of the most-permissive controller for
our running example. Such controllers contain a lot of non-determinism (includ-



ing concurrency), which can be resolved on the basis of some cost considerations.
We leave the careful investigation of these opportunities as future work.

4.3 Refining the adapter

In each resulting adapter E @ C, there is still a transition (w, ¢) for each trans-

formation rule w = X % Y. If Z is of the right shape, the transition (w,¢) can
easily be refined into an implementation of the transformation rule, e.g., in terms
of Colored Petri net. For example, a transformation rule that converts distances
in meters to distances in feet, can be implemented as multiplication by 3.2808.

Moreover, with the results of [15], the adapter could be transformed into an
abstract WS-BPEL process, containing an opaque activity for each transforma-

tion rule w = X % Y. If Z is an XSL transformation, we can inject Z into the
opaque activity, and thus obtain an executable adapter in a practically relevant
language.

5 Examples

In this section, we want to validate our approach using a few examples. For all
examples, we use deadlock freedom as the behavioral correctness property to be
established. The tool and the examples discussed can be downloaded from the
site: http://www.service-technology.org/icsoc2008/

5.1 Tool Support

For the fully-automatic generation of adapters, we extended the tool FIONA such
that it can create the partial adapter E from the given SEA, and then uses its
controller synthesis algorithm to create the controller C' for P& E & R. With the
means provided by FIONA , we have implemented this functionality with only
small efforts. The used chain of procedures consists of the following steps:

Create a partial adapter E from the given SEA;

Compose P, E, and R into a single open net P & E & R;

(Use Petri-net reduction to decrease the complexity of the next steps);
Use controller synthesis to produce the controller C' as a transition system;
Use PETRIFY to transform this transition system into an open net;
Compose C and E into a complete adapter;

(Use Petri-net reduction to obtain a smaller adapter).

oA W

The mentioned Petri-net reduction applies net transformations that preserve
the essential properties, in particular the interface behavior of the service. Due to
the final (but optional) application of Petri-net reduction, the resulting adapter
is usually not recognizable anymore as the composition of £ and C, but it is
much more compact.

In some cases, the conceptual service F as defined in Sect. [] contains more
interface places than necessary for the controller. For example, using the final
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markings of F, we do not need a triggering input nor a notifying output for a
transformation rule like X — Y, provided that X is non-empty, X contains no
output interfaces and there are no other transformation rules with elements from
X at the left-hand side. So, such a rule can be executed as soon as the required
messages of types X are present. Thus the interface between F and C' becomes
smaller, and this improves the performance of the controller synthesis.

Even without such optimizations, the generated service E has to deviate
slightly from the one proposed in Sect. @] The activities for message creation
may lead to unbounded places in F and thus to an unbounded state space.
As the controllability of unbounded open nets [27] is undecidable, we need to
introduce an artificial but arbitrary bound k to the internal places of E. We
do so by adding, for each internal place, a complementary place with initially &
tokens.

Similarly, we have to ensure that the adapter A respects a message bound
m on the interface with P & R. To this end, we have slightly modified FioNnA
such that the markings where such a place contains more than m tokens are
immediately classified as uncontrollable. The same restriction could be imposed
by inserting a bound of m + 1 to all these places, and inserting a transition that
fires as soon as m+1 token are available and that subsequently makes the service
uncontrollable. The latter approach does not require a modification of FIONA |,
but exhibits worse performance.

The stated modifications to the service F are no principal restriction, since
every finite state adapter for services P and R can be generated if k£ and m are
chosen sufficiently large.

5.2 Running Example (continued)

For our running example, the tools compute the adapter in Fig. [ based on
a most-permissive controller. This adapter turns out to be equivalent to the
one in Fig. but this one is the exact result of composing F and C and
applying Petri-net reduction. The initial tokens are related to the fact that most
transitions only need to fire once, but it is clear that Petri-net reduction does
not give the smallest adapter. Although the adapter has similarities with the
SEA, notice in particular that the controller generator decided not to use the
rule for MTeaButton.

To obtain an adapter with a less-trivial control flow, we extend this example
with a repetition. After serving coffee or tea, the machine returns to its initial
marking, which is then a final marking as well. The customer can order and
receive coffee arbitrarily often, until he non-deterministically chooses to termi-
nate. As the SEA represents domain-specific knowledge, it does not need to be
modified. In this case the adapter (see the website mentioned before) can no
longer treat the euro’s and buttons independently.
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Table 2. Comparison of the examples’ key data

SEA|P & E ® R|most permissive| arbitrary
rules| size (p/t) |size (p/t)| time|size (p/t)|time

Beverage 4 25/11 22/11| 1s 19/ 9| 0s
Beverage (Repeated) | 4 24/12 34/28| 2s 22/12| O's
Airline ticket counter| 6 34/15 45/22| 25 35/18| 0s
Car rental service 7 42/20 56/28| 60 s 61/26| 0s

5.3 Consultancy Examples

We also applied our approach to two examples that we got as challenges from
a consulting company. One models an airline ticket counter, the other one a
car rental service. They have been passed to us as WS-BPEL processes, and
we used the tool BPEL20WFN [3] to automatically obtain Petri-net models.
The resulting models, the used SEA, and the resulting adapters as well as some
explanations can be found on the website mentioned before.

The airline example is interesting because it closes a control cycle: as long as
no route is found, the adapter needs to ask for a new route (on another date),
until it can deliver a bookable route to the customer. The car rental example is
interesting because its services contain a large degree of concurrency.

5.4 Experimental Results

Table [2| contains for every example the number of rules, the number of places
(p) and transitions (t) of P & E @ R, the size of the adapter, and finally the
computation time (of FIONA and PETRIFY together). Apart from adapters based
on the most-permissive controller, we also show the results for an arbitrary
controller. We have used a computer with 6 GB RAM and four Intel Xeon 3.06
GHz CPUs, although each experiment was running on a single CPU.

The time and memory needed for adapter generation depend on the number
of events that need to be evaluated during controller synthesis. In turn, this is
influenced by the number of interface places, the number of rules in the SEA,
and the level of concurrency in the given services (see the car rental service).



Let us compare the results for most-permissive and arbitrary controllers. The
synthesis of a most-permissive controller requires the computation of a larger
transition system as intermediate step, which explains the larger computation
time. The size of this intermediate result is mostly invisible in the generated
Petri-net adapters, since PETRIFY transforms arbitrarily-interleaved transitions
into concurrently-enabled Petri-net transitions.

The small run-times for arbitrary controllers suggest that our approach could
in fact be feasible in some on-line scenario, where services are composed inter-
actively, e.g., by dragging and dropping icons. Some of the run-times for most-
permissive controllers seem to be closer to an off-line scenario, where a layout
of a service composition is carefully designed, and then wired by calculating the
appropriate adapters. We shall explore the available options in future research.

6 Conclusions and Future Work

We have proposed a new way to generate behavioral adapters. Its first ingredient
is a powerful specification of elementary activities (SEA). Its second ingredient
is the use of a partial adapter. Its third ingredient is a reduction to controller
synthesis, which enables the re-use of existing tools for generating such complex
adapters. The approach is systematic and can be extended in various directions.

We described our general approach in terms of Petri nets, for which there
exist tools that link it to industrially-relevant languages like WS-BPEL. Using
a few examples, we have shown that an implementation of our approach yields
acceptable run-times, with opportunities for further improvements.

In future work, we intend to look for optimal adapters, according to some
definitions of optimality. To this end, we want to compare different controllers
based on finite representations of the complete set of finite-state controllers.
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