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Abstract. When using process models for automation, correctness of
the models is a key requirement. While many approaches concentrate on
control flow verification only, correct data flow modeling is of similar im-
portance. This paper introduces an approach for detecting and repairing
modeling errors that only occur in the interplay between control flow and
data flow. The approach is based on Petri nets and detects anomalies in
BPMN models. In addition to the diagnosis of the modeling errors, a
subset of errors can also be repaired automatically.
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1 Introduction

Process models reflect the business activities and their relationships in an or-
ganization. They can be used for analyzing cost, resource utilization or process
performance. They can also be used for automation. Especially in the latter case,
not only the control flow between activities must be specified but also branching
conditions, data flow and preconditions and effects of activities.

The Business Process Modeling Notation (BPMN [1]) is the de-facto standard
for process modeling. It provides support for modeling control flow, data flow and
resource allocation. For facilitating the handover of BPMN models to developers
or enabling the transformation of BPMN to executable languages such as the
Business Process Execution Language (BPEL [2]), data flow modeling is an
essential aspect. This is mainly done through so called data objects that are
written or read by activities. On top of that, it can be specified that a data
object must be in a certain state before an activity can start or that a data
object will be in another state after it was written by an activity. This allows to
study the interplay between control flow and data flow in a process.

When using process models for automation, correctness of the process models
is of key importance. Many different notions of correctness have been reported
in the literature, mostly concentrating on control flow only [3, 4, 5, 6]. These
techniques reveal deadlocks, livelocks and other types of unwanted behavior of
process models. Although data flow modeling is as important regarding automa-
tion, only few corresponding verification techniques can be observed [7, §].
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Fig. 1. A process model regarding data object handling adapted from [10]

In this context, the contribution of our paper is three-fold. (i) We provide
a formalization of basic data object processing in BPMN based on Petri nets
[9], (ii) we define a correctness notion for the interplay between control flow
and data flow that can be computed efficiently, and (iii) we provide a technique
for automatically repairing some of the modeling errors. While we use BPMN
as main target language of our approach, it could easily be applied to other
languages as well.

The paper is structured as follows. The next section will provide an ex-
ample that will be used throughout this paper. Section 3 introduces the map-
ping of BPMN to Petri nets. Different types of data anomalies are discussed in
Sect. 4. The formalization of such anomalies along with resolution strategies are
in Sect. 5. Section 6 reports on related work, before Sect. 7 concludes the paper
and points to future work.

2 Motivating Example

Figure 1 depicts a business process that handles insurance claims. The circles
represent the start and end of the process, the rounded rectangles are activities
and the diamond shapes are gateways for defining the branching structure. Data
objects are represented by rectangles with dog-ears.

First, the new claim (the data object under study) is registered. It is checked
whether the claim is fraudulent or not. In case it is fraudulent, an investigation
is initiated to reveal this fraud. Otherwise, the claim is evaluated to be either
accepted or rejected. Accepted claims are paid to the claimer. In all cases claims
are closed at the end.

From the control flow perspective, the process model is correct according to
several correctness notions from the literature. In particular, the process is sound
[11], i.e., the process will always terminate without leaving running activities



behind. This can be proved by translating the BPMN model to a Petri net as
described in [12]. The result of this transformation is shown in Fig. 2.
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Fig. 2. Petri net representation of the example (considering the control flow only)

On the one hand, we can conclude that the control flow of the given BPMN
model is sound. On the other hand, the BPMN model also contains information
about data flow. We want to make sure that the data flow is also correct.

The use of data objects with defined states can be interpreted as precondi-
tions and effects of activities. For instance, a registered claim exists after activity
“register new claim” has completed. Activity “pay” can in turn only be executed
if an accepted claim is present. Also branching conditions can be specified, as it
is the case for distinguishing accepted and rejected claims for deciding to take
the upper or lower branch.

The example contains a number of anomalies that only appear in the in-
terplay between control flow and data flow. For instance, “pay” and “file and
update history” are specified to run concurrently, while executing “file and up-
date history” before starting “pay” would lead to a problem: The claim needs
to be in state accepted but it was already set to filed. Further discussion about
data anomalies is deferred to Sect. 4.

3 Mapping of Data Objects to Petri Nets

The BPMN specification considers data objects as a way to visualize how data
is processed. The semantics of data objects remain unspecified and even left to
the interpretation of the modeler (see [1, page 93]). However, the BPMN speci-
fication defines the notion of input sets for activities. Where each input set is a
conjunction of data conditions that must hold to perform the activity. If more
than one input set are defined for an activity, one of them is sufficient to execute
that activity. Similarly, output sets can be defined. Therefore, we introduce a
particular semantics of BPMN data objects in this paper, as a necessary pre-
condition for formal verification, that is inspired by the notion of input/output
sets.

First of all, we assume a single copy of the data object that is handled within
the process. This single copy is assumed to exist from the moment of process
instantiation. Multiple data object shapes with the same label are considered to



refer to the same data object. For instance, all shapes labeled “claim” refer to
the same claim object (cf. Fig. 1). Exactly one claim object is assumed to exist
for each instance of that process.

On the other hand, each data object is in a certain state at any time during
the execution of the process. This state changes through the execution of ac-
tivities. BPMN offers the possibility to specify allowed states of a data object.
Moreover, it can be specified which state a data object must be in before an activ-
ity can start (precondition) and which state a data object will be in after having
completed an activity (effect). This is represented via associations in BPMN. A
directed association from a data object to an activity symbolizes a precondition
and an association leaving an activity towards a data object symbolizes an effect.

While it is often required that a data object is in exactly one state before
being able to execute an activity, e.g. “Claim” in state new required for starting
activity “Register new claim”, it might also be allowed that the data object is
in either one of a set of states, like activity “Close” which accepts the “Claim”
object in state either filed or rejected.

If multiple data objects are required as input, e.g. “Settlement” created and
“Claim” accepted for activity “Pay”, then it is interpreted as a precondition that
both are required. The same principle is applied in case of outputting multiple
data objects.

The Petri net mapping introduced in [12] covers BPMN’s control flow. We
extend this mapping with data flow in the following way: First, we provide
a separate data flow mapping for each data object. Fach of these mappings
represents preconditions and effects of tasks regarding the corresponding data
object. In a second step, the control flow Petri net obtained through [12] is
merged with all data flow nets.

Figure 3 illustrates the data flow mapping.! Each data object is mapped to
a set of places. Each place represents one of the states the data object can be in.
Activities with preconditions or effects are modeled as transitions. Depending
on the kind of preconditions and effects, an activity can be represented by one
or a set of transitions in the data flow model. Arcs connect these places with
transitions, again depending on the preconditions and effects.

The simplest case is represented as case a). Here, an activity A reads a data
object in a certain state and changes it to another state. This is represented
as consuming a token from place [Data object, state] and producing a token on
[Data object, other_state]. In case b), executing activity A does not have any
effect on the data objects. However, it requires the data object to be in a certain
state. This is modeled using a bi-flow in the data flow Petri net: The transition
consumes and produces a token from the same place.

All other patterns require multiple transitions per activity. Case ¢) displays
that the data object is changed to a certain state (other_state) when executing
activity A. Multiple transitions are used as the data object can be in a number
of previous states. For each previous state a transition models the change to the

! Places with white background represent control flow places, we have added them to
help understand the mapping
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Fig. 3. Mapping options for data objects association with activities

new state. In this case, it does not make any difference if the data object is used
as input (without constraint on the state) or not at all.

Case d) shows how it is represented that the data object must be in either
state n or state m, before activity A can start. While the state is not changed,
it must still be ensured that activity cannot execute when the data object is in
a different state, say x. If an activity takes a data object as input but does not
impose any constraint on its state, we normally would need to represent this by
enumerating all states. However, as we know that the data object is guaranteed
to be in one of the states, this would not realize any restrictions. Therefore, we
simply do not reflect this case at all in the mapping.



Case e) shows that a number of different outcomes of activity A is also mod-
eled using multiple transitions. Here, for each combination of input state and
valid output state, a transition must be introduced.

Case f) illustrates how data object states can also be used in branching
conditions. This case is actually quite similar to case d).

Figure 4 shows the resulting data flow Petri net for the claim in our example.
In addition to the control flow model we have already seen and this first data flow
model, we need to generate a third Petri net covering the data flow regarding
the settlement.

Check for Initiate fraud
fraud investigation
[Claim,

& Teand
update
histon

[Claim rejected]
t6b t15b

Fig. 4. Claim data object flow representation

In a next step, the control flow and data flow Petri nets are composed. Com-
position of two Petri nets is done through transition fusion, i.e. for each pair
of transitions from the two models that originate from the same activity in the
BPMN model a transition is created in the resulting net. Those transitions in
any of the two models without partners in the other model are simply copied,
as are all places. The arcs are set accordingly and the initial marking is the
composition of the two initial markings. The result of the composition of two
models is then again composed with the third model. The result for our three
models is displayed in Fig. 5.

4 Classification of Anomalies and Resolution Strategies

The anomalies we are dealing with center around preconditions that keep a
process from executing. Thus, we do not claim that the set of anomalies and
the resolution approaches we discuss are complete. There might be other data
anomalies that cannot be discovered by our approach.

While from a control flow perspective the execution of the activity would be
possible, the precondition leads to a deadlock situation. Already in the example
we have seen different kinds of anomalies that need to be dealt with in different
ways. While we devote Sect. 5 to provide diagnosis and resolution in a formal
way, in the rest of this section we informally list the different anomalies and
propose a set of resolution strategies for them, if any.
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Fig. 5. Petri net representation of claim handling process

Too Restrictive Preconditions. This problem occurs when an activity in
the model has a precondition on a certain data object state but this state is not
reachable at the time the activity is ready to execute — from the control flow
perspective. Solutions to this situation could be:

— Remove the precondition: this is the naive solution in which the dependency
on this specific object state is removed.

— Loosening the precondition: by looking at what are the available states of the
data object at the time the activity is ready to execute and add them to the
preconditions as alternative acceptable states. The “Close” activity in Fig. 1 is
expecting the “Claim” data object to be in either state rejected or filed while
it is possible that when it is activated. The “Claim” is in state fraudulent.

Implicit Routing. This could be seen as a special case of the too restrictive
preconditions anomaly where the data precondition is missed for some activity
due to improper selection of the path to go. For instance, in Fig. 1 activity
“Check for fraud” could produce the “Claim” in state not fraudulent but still
the control flow could be routed by the XOR-Split to activity “Initiate fraud
investigation”. This happened because the branches of the XOR-Split did not
have explicit conditions, i.e. the control flow is not in synchronization with the
data flow. The solution for this problem is to avoid this unwanted routing by
discovering the branching conditions of the XOR-Split and updating the model
with them.

Implicit Constraints on the Execution Order. Whenever there are two
concurrent activities share precondition(s), the anomaly occurs when at least
one of these activities updates the state of the data object. The best solution to
the problem could be to force sequentialization among such activities. Making
local changes by forcing sequentialization between these activities can lead to
other problems. Thus, human intervention might be required in such case.



5 Resolution of Data Anomalies

5.1 Notations and Basic Definitions

To formally reason about the behavior of a BPMN model with data objects, we
use classical Petri nets [9] with their standard definitions: A Petri net is a tuple
[P, T, F,mg] where P and T are two finite disjoint sets of places and transitions,
respectively, F C ((P x T) U (T x P)) is a flow relation, and mg : P — N is
an initial marking. For a node x € P UT, define *z = {y | [y,2] € F} and
x®* ={y | [z,y] € F}. A transition ¢ is enabled by a marking m (denoted m Lyif
m(p) > 0 for all p € *t. An enabled transition can fire in m (denoted m % m’),
resulting in a successor marking m’ with m’(p) = m(p) + 1 for p € * \ °t,
m/(p) = m(p) + 1 for p € *t\ ¢*, and m’(p) = m(p) otherwise.

Let N, = [P.,T., F.,mq,, final,] be the Petri net translation of the control
flow aspects of the BPMN process under consideration (using the translation
from [12], cf. Fig. 2). Similarly, let N = [P, T, F,myg, final] be the Petri net
translation including control flow and data flow (using the patterns from Fig. 3,
cf. Fig. 5). We assume that the set of places P is a disjoint union of control
flow places P, and data places P; C D x S; that is, a data place is a pair of a
data object and a data state thereof. Furthermore, there is a surjective labeling
function ¢ : T — T, that maps each transition of N to a transition of N.. For
two transitions tq,ts € T we have £(t1) = £(t2) iff t; and ¢ model the same
activity, but ¢; is connected to different data places as ts, i.e. *t1 NP, = *to NP,
andtl'ﬂPC:t2°ﬂPc.

We further extend the standard definition of Petri nets by defining a finite set
final of final markings to distinguish desired final states from unwanted blocking
states. We use the term deadlock for a marking m ¢ final which does not enable
any transition.

Ezample. For the net N, in Fig. 2, the marking [p15] is the only final marking.
When also considering data places for net N in Fig. 5, any marking m with (i)
m(p1s) = 1, (ii) m(p) = 0 for all other control places p € P, \ {p15}, and (iii) for
each data object d € D, marks exactly one place [d, s]. For instance, the marking
[p1s, [Settlement, paid], [Claim, filed]] is a final marking of N.

As a starting point of the analysis, we assume that the control flow model
N, is weakly terminating. That is, from each marking m reachable from the
initial marking my,, a final marking m; € final. is reachable. A control flow
model that is not weakly terminating can deadlock or livelock, which is surely
undesired. Such flaws need to be corrected even before considering data aspects
and are therefore out of scope of this paper. Weak termination is closely related
to soundness. The latter further requires that the net does not contain dead
transition. This requirement is too strong in case transitions model state changes
of data objects.



5.2 Resolving Too Restrictive Preconditions

If the model of both the control flow and the data flow deadlocks, such a deadlock
m of N marks control flow places that enable transitions in the pure control flow
model N.. These transitions can be used to determine which data flow tokens
are missing to enable a transition in m.

Definition 1 (Control-flow enabledness). Let m be a deadlock of N and
let m. be a marking of N. with m.(p) = m(p) for all p € P.. Deﬁne the set of
control-flow-enabled transitions of m as Tefe(m) = {t' € T | m, —>N and £(t') = t}.

As N, weakly terminates, T.r.(m) # @ for all deadlocks of N. We now can
examine the preset of control-flow enable transitions to determine which data
flow tokens are missing.

Definition 2 (Missing data states). Let m be a deadlock of N and t €
Tefe(m) a control-flow-enabled transition. Define the missing data states of ¢
inm as Ppai(t,m) = (*tN Py)\ {p | m(p) > 0}.

For a control-flow-enabled transition ¢ in m, Ppg;(t,m) consists of those
data places that additionally need to be marked to enable t. This information
can now be used to fix by either (1) changing the model such that these tokens
are present; (2) adding an additional transition ¢’ with ¢(¢) = £(t') that can fire
in the current data state.

Ezample. Consider the deadlock [p1a, [Claim, fraudulent], [Settlement, created]] of
net N in Fig. 5. The transitions tis, and tisp are control flow enabled. The missing
data inputs are [Claim, filed] and [Claim, rejected], respectively. The deadlock can
be resolved by either relaxing a transition’s input condition (e.g. by removing
the edge [[Claim, filed], t154] or to add a new “Close” transition 5. to the net
with *t15. = {p14, [Claim, fraudulent]} and #15.* = {p1s, [Claim, fraudulent]}.

5.3 Resolving Implicit Routing

In this section, we introduce the notion of data equivalence which can be used
to classify occurring deadlocks. The classification then can be used to propose
resolution strategies for these deadlocks.

Definition 3 (Data invariance, data equivalence). A transition t € T is
data invariant, iff (*tUt*) N Py = (. Let mq1, my be markings of N. my and mo
are data equivalent, denoted my ~q ma, iff (i) mi(p) = ma(p) for all pe Py
and (zz) there is a data invariant transition sequence o such that my 2 my or
ma <> my. For a marking m of N, define the data equivalence class of m as
[m] = {m’ | m ~a m'}.

It is easy to see that ~; is an equivalence relation that partitions the set of
reachable markings of N into data equivalence classes. These equivalence classes
can be used to classify deadlocks of N.



Definition 4 (Unsynchronized deadlock). Let m be a deadlock of N. m is an
unsynchronized deadlock if there exists a marking m' € [m] such that m’ = m"
with [m"] # [m] or m” € final.

Let m* € [m] be a marking such that the transition sequence m* < m is
minimal and m* = m/”. m* enables at least two mutually exclusive transitions
t1 and to. Let ¢; be the first transition of o. To avoid the deadlock m, this
transition must not fire in the data state of [m]. Hence, the BPMN model has
to be changed such that the XOR-split modeled by t; is refined by an appropriate
branching condition.

Ezample. Consider the deadlock [ps, [Claim, fraudulent], [Settlement, created]] of
the net of Fig. 5. There exists a data-equivalent marking [p4, [Claim, fraudulent],
[Settlement, created]] which activates transition “Initiate fraud investigation”. To
avoid the deadlock, transition t4 must not fire in this data state [Claim, fraudulent].
This can be achieved by adding explicit XOR split branching conditions.

Branching conditions are realized on the Petri net level using bi-flows, as
already illustrated in Fig. 3. Refining branching conditions means in this context
that certain combinations of data object states should be excluded. We need to
distinguish two cases in this context. Either there is currently no restriction on
the data objects in question or there is one. The latter case is easier as we can
simply delete the corresponding transition from the Petri net. If no transition
is left for the XOR-split we know that we cannot find any branching condition
that would guarantee proper behavior. In the first case, we need to enumerate
all combinations of data object states except for the current combination.

5.4 Resolving Implicit Constraints on the Execution Order

The case of “implicit constraints on the execution order” occurs when a deadlock
is reached from a point where two or more transitions can run concurrently, but
have common input data places.

Definition 5 (Implicit Constraints on the Execution Order). Let m be
a deadlock of N. m is called a data-flow/control-flow conflict iff there exists a
marking m' with m’ = m, m' 5 m”, (*t; NV P.) N (2N P.) =0, (*t; N Py) N
(*ta N Py) #0, and (*t1 N Py) N (t2° N Py) = 0.

Ezample. The deadlock [p11, p12, [Claim, filed], [Settlement, created]] of net N
in Fig. 5 is reachable from the previous marking [pio, p11, [Claim, accepted],
[Settlement, created]] where both tjp and t;; are enabled. This situation meets
the requirements of Def. 5: tjp and tj; are concurrent (from the control flow
perspective), but share a common data place [Claim, accepted)].

Resolving implicit constraints on the execution order requires the modifica-
tion of the control flow logic of the process. On a reachability graph level, state
transitions from “good” states to “bad” states need to be removed. “Good” states
would be those states from where a valid final state is still reachable whereas
from “bad” states no valid final state is reachable. While the problematic state

10



transitions are identified in the combined model for control flow and data flow,
corresponding state transitions would then be removed from the control flow
model.

While this is feasible on reachability graph level, projecting a corresponding
change back to Petri nets (and finally back to BPMN) is very challenging. This
is due to the fact that one transition in the Petri net corresponds to potentially
many state transitions in the reachability graph. Therefore, removing individual
state transitions from the reachability graph typically results in heavy modifi-
cations of the Petri net structure rather than just removing individual nodes.
There exist techniques for generating Petri nets for a given automata [13]. How-
ever, this clearly goes beyond the scope of the paper. Projecting the modification
of the Petri net back to a modification of the initial BPMN model is then the
next challenge that would need to be tackled.

Therefore, our approach simply suggests to the modeler that the execution
order must be altered in order to avoid a certain firing sequence of transitions.
It is then up to the modeler to perform modifications that actually lead to a
resolved model.

In a recent case study [14], we showed that the soundness property of in-
dustrial process models can be checked in few microseconds using the Petri net
verification tool LoLA [15]. We claim that the the diagnosis for data anomalies
can be integrated into this soundness check without severe performance loss,
because it is also based on state space exploration.

6 Related Work

To the best of our knowledge, there is no research conducted to formalize the data
flow aspects in BPMN. On the other hand, data flow formalization in process
modeling has been recently addressed from different points of view.

The first discussion of the importance of modeling data in process models is
in [7]. They identify a set of data anomalies. However, the paper just signaled
these anomalies without an approach to detect them. A refinement of this set of
anomalies was given in [8]. In addition, authors provide a formal approach that
extends UML ADs to model data flow aspects and detect anomalies.

Van Hee et al. [16] present a case study how consistency between models
of different aspects of a system can be achieved. They model object life cycles
derived from CRUD matrices as workflow nets and later synchronized with the
control flow. Their approach, however, does not present strategies how inconsis-
tencies between data flow and control flow can be removed.

Verification of data flow aspects in BPEL was discussed in [17]. The authors
use a modern compiler technology to discover the data dependency between
interacting services as a step to enhance control-flow only verification of BPEL
processes. Later on, the extracted data dependency enriches the underlying Petri
net representing the control low with extra places and transitions. The approach
maps only those messages that affect the value of a data item used in decision
points. Model checking data aware message exchange with web services was

11



discussed in [18] where authors have extended the Computational Tree Logic
(CTL) with first order quantification in order to verify that sequence of mes-
sages exchanged will satisfy certain properties based on data contents of these
messages.

In [19], object life cycles are studied in the context of inter-organizational
business processes implemented as services. The synchronization between control
flow and data flow not only confines the control flow of a service, but also its
interaction with other services. It is likely that the results of this paper can be
adapted to inter-organizational business processes.

Dual Workflow Nets [20] DWF-net is a new approach that enables the ex-
plicit modeling of data flow along with the control flow. As DWF-net introduces
new types of nodes and differentiates between data and control tokens, specific
algorithms for verification of such types of nets is developed. Compared to our
approach, we can model the same situations DWF-net is designed to model using
only Petri nets.

A very recent approach to discover so-called data flow anti patterns in work-
flow was discussed in [21]. The approach depends on the data anomalies discussed
in [8] to discover such anomalies in annotated workflow nets. Each anti pattern
is formally described using temporal logic. Yet, the approach is still limited to
verification. Unlike our approach, it does not provide remedy suggestions.

7 Discussion

An approach to detect and resolve data anomalies in process models was intro-
duced. Based on the notion of data objects and their states, we extended the
formalization of BPMN using Petri nets. Also, we could identify a set of mod-
eling errors that appear at the interplay between data flow and control flow.
Moreover, resolution strategies to some of these anomalies were discussed.

The handling of multiple copies of the same data object is still an open ques-
tion for future work. In that case, we need to distinguish between the different
instances and the state of each. Then, place transition Petri nets would fall short
for the task of reasoning. However, colored Petri nets would be an alternative.

Although we formalized the case of different data objects read by an activity
as a conjunction of these data states, it might be the case that if data object
dl is not present then activity takes d2 as an alternative input (disjunction).
Reflecting this requirement on the formalization is straightforward. However,
BPMN needs to introduce new modeling (visual) constructs to help the modeler
express his intention explicitly.

The proposed resolution of deadlocks coming up from the different data
anomalies by loosening preconditions/discovering routing conditions by intro-
ducing/removing a set of transitions and flow relations do not prohibit a back-
ward mapping from the modified control and data flow Petri net to a modified
BPMN model.

The contribution in this paper can be seen as a step forward in verification
of process models. Moreover, automated remedy of anomalies is possible. In case

12



that the anomaly is not automatically resolvable, the modeler is aware of the
part of the model where the problem is so that corrective actions can take place.

Finally, the approach provided in this paper can be extended to reason about

data anomalies in communicating processes.
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